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Data science is to me...

(a) Prof. Vladimir Pozdnyakov (b) Prof. Jun Yan

Figure: Jackson's co-thesis advisers
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Data science is to me...

Subject
Expertise

Figure: Where do you fall?
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Mo’ data, mo’ problems
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Some brief observations

» External: Policyholder (PH) calls & agent pulls info;
Internal: Actuary likely cannot easily access same data.

» Compare: Asset Manager ($1T AUM), instant access to all
bond holdings, performance, and portfolio allocations.
Even better: Two people set-up live, queryable DB (Hadoop
& Tableau) for indv. asset-level ABS data in < 90 days

» Ideal: treat PHs like assets with real-time performance data

» IMO: actuarial credentials should bypass security restrictions

Don't hire statisticians before cleaning up data mgmt systems!
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https://hadoop.apache.org/
https://www.tableau.com/
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Q: Estimate a reserve

The reserve, R, is the realization of a random variable, Fr,
R=Fr,

which is unknown and unknowable (Klugman et al., 2012).

Actuarial Approach Statistical Approach

R ~ E(PV) ) A . .
Pr(X; = x; CFJ‘ Estimate F7 with various
approaches and select the

( (1+r) “best” model depending on

= fMOD(E,X) the objective: prediction
vs. inference.

= freG
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Let’s review

Losses, X, follow an exponential distribution with mean 6; i.e.,
f(x) = 0L exp(x/0), 0 < x < 00, 0 < 6 < co. Given observations
Xi, ..., Xp, the maximum likelihood estimate (MLE) of 6 is

N 1 < _
Oe=-> Xi=X.
MLE ni:1

For big data, n1 co. Hence,

Var(Oye) Var< ZX) 3 [nVar(X)] = 6;2 10, as nT o0.

TL;DR

If we have all possible data, we can estimate the distribution
of X perfectly (i.e., estimation error goes to zero) . UCONN
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So, what's the problem?

Caution

Don't confuse the estimator RV, éMLE, with the /oss RV, X!

We saw )

Var(GAMLE) = % 40, as n 1 oo,
but, in trying to predict next month's loss,
Var(Xn41) = Var(X) = 62,

which does not depend on n.
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More advanced

General statistical relation between Y and X = (X,..., Xk) ',
Y = f(X,8) + Random Error.
Specifically, the standard linear regression model, 1 < i < n, is
Yi = Bo+ f1Xin + B2Xi2 + - + BuXik + i,
where g; ~ N(O,a2). Or, in matrix form, with p = k + 1,
Yinx1 = XnxpBpx1 + €nx1,

Goal: Estimate the parameters to find B (least squares).

UNIVERSITY OF CONNECTICUT



Now, the “true” prediction of a new data data point

T T
Xnew = (17 Xnew,l» XHEW,Za cee 7Xnew,k) )

A

is Ypew = X,LW,B + €new, Which is estimated by \A’new = x,,TeW,B.
But, the variance of Yjew — Yoew IS

Var(Ynew — \A/,,ew) =d’+0 xnsw(XTX) Xnew s

and only the term o2 XTX)  xpew L 0 as n 1 oco.

TL;DR

If you are trying to predict something inherently risky (PH
behavior, investment returns, etc.), there's only so much big data
(i.e., large n) can do to reduce prediction error (lower bound is o).

new(

UCONN
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lllustrative example

Problem: Realized profitability for a new Fixed Index Annuity
(FIA) is worse than expected but there are no material deviations
from standard pricing assumptions (market return, withdrawals,
mortality, etc.).

Data Science: Use statistical experiments based on randomly
selected observed experience data to play detective.

(see: quality control, human subject study design).
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lllustrative example (cont.)

Experiment Does the sales agent/distribution play a meaningful
role in FIA's profitability?

Data Science Tool: The single random factor effects model is
Yij = p+ T +€ij,

where i =1,2,...,a,j=1,...,n, N = an, 7; ~ N(0,02),
gjj ~ N(0,02), and 7; and ¢;; are independent.

UNIVERSITY OF CONNECTICUT



lllustrative example (cont.)

Let yj; represent the jth randomly selected actual observation (ROI
or other profit measure) for a product sold by agent i. (Try to
select from PHs of the age, gender, etc., though not necessary in
more advanced designs.)

Since Var(y;j) = 02 + 02, test Hy: 02 =0vs. Hy : 02 > 0.

TL;DR
Is the variability between product outcomes due mainly to
variability between sales agents or just inherent randomness?
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The famous ANOVA identity

The fundamental (analysis of variance) ANOVA identity:

S =7 =n)_F—7P+DD i— )
i—1

i=1 j=1 i=1 j=1
SSTotaI SSTreatments SSError
The test statistic is
FO _ SSTreatments/(a - 1) N Fa—l,N—a'

SSError/(N - a)

Note also
R2 - SSTreatments

SSTotal ’

and so R? may loosely be defined as the proportion of variability in
the data explained by the ANOVA (regression) model. See
Montgomery (2020) for details. e



Thinking Ahead

If we reject Hy, a more formal statistical analysis can be performed.
If we fail to reject Hp, then we know to search for other factors.

Use product knowledge to consider other potential “treatments”,
(e.g., website hits, call center traffic, reallocation frequency, etc.)
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Processing...

Problem: Our valuation model takes a long time to run. This
makes anticipating the impact of assumption and inforce changes
very difficult.

Data Science: Use statistics to build a model of the model.

(see: Large Hadron Collider (LHC) in Geneva, Switzerland)

UNIVERSITY OF CONNECTICUT



A classical statistical approach

Recall, the standard linear regression model, 1 <7 < n, is
Yi = Bo+ B1Xin + BoXio + -+ - + BuXik + €,

where ¢; ~ N(0,02). The coefficient, Bj, 1 < j < k, provides this
interpretation: the average partial effect on Y due to increasing
the jth predictor variable X; by one unit, when all other predictor
variables in the model are held constant (key tool of economics
research, e.g., Cohen et al. (2022)).

But this is exactly sensitivity testing: we desire the partial effect on
the liability (Y') for a one “unit” increase in predictor variables
(mortality, interest rates, lapse, withdrawal, inforce turnover, etc.)
with all others held constant.
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lllustrative example

Let Y; = fmop,i(+) be the ith model output for the inputs

x;" = (1,En, ..., Eik, Xi1, ..., Xir), which are a mix of k global
assumptions and k' PH specific demographics. A possible first try
regression model could be

dao,i
T | 941,
Yi = Bo+ (b1, 52, - -, Ps1) + g2 Xiage + -+,
d120,i
or, consider interaction among covariates!
qao,i
T | 941,
Yi = BO+(1X;,age§40517 ceey 1X,-,age§120581) +52Xi,age+' .
d120,i

11(.) = 1if (-) is true and 0 otherwise.



But wait, there's more!

Some notable advantages:
» Perfect variable selection; i.e., fpjop is known and knowable.
» Can literally create data.

» Once the model is fine-tuned, estimating the impact of an
assumption or demographic change = a simple linear formula.

» Subject matter expertise can inform interpretations.

Caution

Regression models provide a measure of correlation not causation.
Prediction is more reliable locally (i.e., for “small” changes).

Regression model assumptions should also be validated before
drawing inference (e.g., likely need to use log(Y;) = o+ ---).
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Thinking Ahead

Use actuarial expertise to inform the model set-up and
interpretation. More sophisticated statistical models available,
some of which emphasize prediction over inference.

This approach may also help in the event your valuation model is
hidden behind a vendor’s “black box" (models of models are a
common method to steal competitor's algorithms).
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| just need a minute

Figure: After you realize the intern unplugged the modeling computer.
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Attacking the same problem a different way

Problem: Our valuation model takes a long time to run. This
makes anticipating the impact of assumption and inforce changes
very difficult.

Data Science: In the last project, we tried to overcome this
problem by estimating fyjop with a simpler fpjop. Alternatively, we
can use clustering to reduce “redundancy” of inforce population.

TL;DR
Two PHs with similar demographics should produce a similar
liability. Clustering can help us (algorithmically) cut “duplicates”.
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Irreconcilable differences...

We first need some relative measure of “dissimilarity” or distance
between two policies (over multiple dimensions). Consider
Euclidean Distance for two vectors x = (xi,...,X,)" and
y= (ylv"' ayn)T

d(x,y) = /(0 —y)2 -+ (i — )2

To handle our task: replace x, y with members of the inforce
population, i.e., x; = (Age;, Term;, Face;,...)"

Caution

Center and scale each demographic category (column of x;) before
running to avoid over-weighting any one category!
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An example algorithm

We consider hierarchical clustering.

(i) Calculate the n x n distance matrix for all policies.

(i) Find min(d(-,-)) and "fuse” these two policies into a cluster
and replace the two policies with their “average”.

(iii) Repeat (i) & (ii) for n —1,n—2,... policies.

(iv) Produce a dendrogram and decide on the number of clusters.

Caution

For large n run-time may be lengthy, but the dendrogram only
needs to be calculated once per inforce population.
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lllustrative example

Cluster Members Age Face
1 99 N(pu=50,0 =3) N(u=500,0 = 30)
2 1 90 2,000
3 100 N(p=75,0=3) N(u=750,0=30)

That is, x; = (Age;, Face;)T and 1 < i < 200 with three true
groups. Can unsupervised hierarchical clustering independently
recover the same groups?

UNIVERSITY OF CONNECTICUT



Dendrogram exactly recovers the three groups

Figure:

Fmm—————

U

ph101 - ph200

i

A

phl-ph99

Dendrogram of illustrative inforce of 200 & Euclidean dist.

J.P. Lautier
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How to implement

Hence, we could run testing with three policies: (1) ph100, (2) the
average of Cluster 1, and (3) the average of Cluster 3 to get a
close approximation (scaled) of full population.

» Many free statistical packages make this easy.

» Perhaps better to cluster within each product.

» Possible to include categorical variables in distance metrics.

UNIVERSITY OF CONNECTICUT



Recap

Thinking Ahead

Many other distance metrics and clustering algorithms exist, many
of which are free to obtain via open source statistical software
(James et al., 2013). There is great potential if combined with
actuarial product knowledge.

Dendrogram is a useful data visualization tool to search for
homogeneity/outliers within a data set, even if not used further.

Can also cluster time series data (Lautier et al., 2022a), which may
reduce needed number of capital /economic stress scenarios.

UNIVERSITY OF CONNECTICUT



Lobbying your local regulator

Great effort goes into designing a “pricing” inforce for new
products.

PHy | .. |

|| PHm

For reserve calculations, why not group each sold policy into an
inforce pricing bucket via a distance/clustering calculation? —-
only m policies need to be valued rather than the entire inforce.

Demonstrating effectiveness of this approach to regulators could
significantly reduce modeling demands.
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Why can’t we be friends?

» SOA at a real crossroads (CAS ahead of the game).

» National Science Foundation Broader Impacts: “...increased
partnerships between academia, industry, and others”.

» I've been impressed with academic input on “real” business
problems (e.g., Lautier et al., 2021, 2022b).

» Consider seeking academic partners for business problems;
grant money can go a long way (many examples at UConn).

» Consider seeking academic publications (North American
Actuarial Journal, Insurance: Mathematics & Economics, etc.)
with academic partners.?

» Take a long view: transmission of knowledge may modernize
regulations and bring down the cost of insurance = more
pie for everybody.

2] am actively looking for an industry partner to provide data/actuarial UCONN
software and input for Project 3. Please contact me if interested. =~ 77777


https://www.tandfonline.com/toc/uaaj20/current
https://www.tandfonline.com/toc/uaaj20/current
https://www.sciencedirect.com/journal/insurance-mathematics-and-economics

Thank you!

Jackson P. Lautier, FSA
e: jackson.lautier@uconn.edu
w: www.jacksonlautier.com
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